
CALLISON-BURCH THESIS

Chris Callison-Burch. T. H. E. U. NIVER of this thesis are as follows: â€¢ We define a . Somehow my thesis defense
was an enjoyable experience â€“ it felt like an.

My approach to language understanding is inspired by my past research in machine translation. Rather than
testing solely on high frequency words, as previous research has done, we test on low frequency as well, so
that our results are more relevant to statistical machine translation, where systems typically lack translations of
rare words that fall outside of their training data. The relationship between the phrase pairs in the database had
been defined as approximately equivalent. Thus a search for paraphrases of the noun bug would yield a single
list of paraphrases that includes insect, glitch, beetle, error, microbe, wire, cockroach, malfunction,
microphone, mosquito, virus, tracker, pest, informer, snitch, parasite, bacterium, fault, mistake, failure and
many others. His work examines: 1 improving the underlying translation models through the incorporation of
rich syntactic models, 2 using crowdsourcing to translate large volumes of text at low cost, achieving
professional level translation quality using non-professional translators, and 3 exploring new techniques for
learning translation without bilingual training data, instead using distributional properties across languages
that can be observed in large collections monolingual texts. This has been touted as a strength of the paradigm,
because the only requirement for building a new system is a sentence-aligned bilingual parallel corpus. Word
sense clustering: The original release of PPDB grouped all senses of polysemous words together, and did not
partition paraphrases into groups like WordNet does with its synsets. Currently, I have three areas of research.
We produce high quality sense clusters that represent a substantial improvement to PPDB. These data sets are
valuable for evaluating syntactic models of translations, since Indian languages are verb final and require a lot
of long-distance reordering Post et al  A longstanding goal of artificial intelligence has been to automate the
understanding of natural language. We build models of the annotators themselves, and use those models to
create high quality labeled training data by soliciting redundant labels and making predictions about which
labels and which annotators are most likely to be correct. PPDB contains 8 million synonyms, 68 million
phrasal paraphrases, and 94 million meaning-preserving syntactic transformations. To build statistical machine
translation systems without parallel corpora, I have revived research started by Rapp , who investigated
inducing bilingual lexicons from monolingual texts. These data-driven methods have been shown to be
extremely successful for translating languages which have large bitexts. I adapt the data, representations, and
algorithms from statistical machine translation to facilitate natural language understanding. The correct
English translations, when found, are bolded. An Arabic dialect corpus with manual classification of the
dialect for k sentences harvested from the online comments of Arabic newspapers from different countries.
Chris's research focuses on extending these methods to a much wider range of the world's languages. In
another, I am using crowdsourcing to create a structured database of all shootings in the United States to
facilitate public health research which the Republican congress has blocked the CDC and NIH from doing.
This process is illustrated in Figure 4. My students and I have examined combining a diverse set of
monolingually-derived signals of translation equivalence Irvine and Callison-Burch  Research Statement Last
updated October Most of human knowledge is encoded in natural language. The idea of using crowdsourcing
to create annotated data for natural language processing applications is a relatively new topic, and it raises a
number of scientific challenges. If successful, it has the potential to impact a wide variety of NLP tasks
including information retrieval, question answering, and machine translation. The word whose vector is most
similar to the projected vector is considered to be the best translation of the unknown word. We automatically
assign semantic entailment relations to all million entries in PPDB using features derived from past work on
discovering inference rules from text and semantic taxonomy induction. Thus, thrown into jail not only
paraphrases as imprisoned, but also as arrested, detained, incarcerated, jailed, locked up, taken into custody,
and thrown into prison. Figure 5: The temporal histograms are collected from monolingual texts spanning
several years and show the number of occurrences of each word on the y-axes across time. This
crowdsourcing work has even extended beyond NLP and now includes social justice issues, including
workers' rights and gun violence in the United States. Figure 4: Example of projecting contextual vectors over
a seed bilingual lexicon. This rule is a general transformation that can apply to most noun phrases in English.
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Examples are given in Table 2. Table 3: Examples of translation candidates ranked using contextual similarity,
temporal similarity, orthographic similarity and topic similarity.


